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Abstract

Objectives Although the identification of enumeration anomalies has potential clinical implications for chronic back
pain and operation planning, the thoracolumbar junction is poorly assessed and rarely described in clinical reports.
Additionally, even though multiple deep-learning-based vertebra labeling algorithms exist, there is a lack of methods
to automatically label enumeration anomalies.

Materials and methods We introduce “Vertebra Identification with Anomaly Handling” (VERIDAH), a novel vertebra
labeling algorithm based on multiple classification heads combined with a weighted vertebra sequence prediction
algorithm. We use the NAKO dataset for MRl and a CT cohort to retrospectively evaluate the labeling performance by
computing how often the model is correct in predicting the vertebra labels, including enumeration anomalies.
Statistical significance was assessed using the Wilcoxon signed-rank test.

Results On 1000 T2w sagittal (mean age 52 + 11, 52% female) and 365 CT (mean age 74 + 21, 44% female) images, we
show that our approach surpasses existing models on T2w TSE sagittal (98.30% vs. 94.24% of subjects with all vertebrae
correctly labeled, p < 0.01) and CT imaging (99.18% vs. 77.26% of subjects with all vertebrae correctly labeled, p < 0.01)
and works in arbitrary field-of-view images. VERIDAH correctly labeled the presence of thoracic enumeration anomalies
in 87.80% and 96.30% of T2w and CT images, respectively, and lumbar enumeration anomalies in 94.48% and 97.22%
for T2w and CT, respectively.

Conclusion VERIDAH offers enumeration anomaly robust vertebra labeling in CT and T2w sagittal imaging and is
publicly released along with a spine segmentation model.

Key Points

Question Automatically identifying enumeration anomalies in the spine is important in determining the correct vertebra
labels, especially in limited field-of-view imaging.

Findings A carefully designed classifier with multiple classification heads and a sequence predictor provides superior results
on large benchmarks, both in CT and MRI.

Clinical relevance The proposed method identifies vertebra levels even in very limited field-of-view imaging, and correctly
predicts enumeration anomalies, making downstream tasks such as surgery planning easier. Its public availability enables
studies and applications to take these spinal anomalies into account.

*Correspondence:

Hendrik Moller

hendrik moeller@tum.de

Full list of author information is available at the end of the article

. © The Author(s) 2026. Open Access This article is licensed under a Creative Commons Attribution 4.0 International License, which permits use,
Sprlnger sharing, adaptation, distribution and reproduction in any medium or format, as long as you give appropriate credit to the original author(s)
— and the source, provide a link to the Creative Commons licence, and indicate if changes were made. The images or other third party material
in this article are included in the article’s Creative Commons licence, unless indicated otherwise in a credit line to the material. If material is not
included in the article’s Creative Commons licence and your intended use is not permitted by statutory regulation or exceeds the permitted
use, you will need to obtain permission directly from the copyright holder. To view a copy of this licence, visit http://creativecommons.org/

licenses/by/4.0/.


https://doi.org/10.1007/s00330-026-12966-x
http://crossmark.crossref.org/dialog/?doi=10.1007/s00330-026-12966-x&domain=pdf
http://crossmark.crossref.org/dialog/?doi=10.1007/s00330-026-12966-x&domain=pdf
http://crossmark.crossref.org/dialog/?doi=10.1007/s00330-026-12966-x&domain=pdf
http://crossmark.crossref.org/dialog/?doi=10.1007/s00330-026-12966-x&domain=pdf
http://orcid.org/0009-0001-1978-5894
http://orcid.org/0009-0001-1978-5894
http://orcid.org/0009-0001-1978-5894
http://orcid.org/0009-0001-1978-5894
http://orcid.org/0009-0001-1978-5894
http://creativecommons.org/licenses/by/4.0/
http://creativecommons.org/licenses/by/4.0/
mailto:hendrik.moeller@tum.de

Moller et al. European Radiology

Page 2 of 11

(MRI), Spine
Graphical Abstract

Keywords Computed tomography (CT), Enumeration anomaly, Machine learning, Magnetic resonance imaging

VERIDAH: solving enumeration anomaly-aware vertebra
labeling across imaging sequences

Can we predict vertebra labels in arbitrary field-of-view CT/MRI, even in the presence of enumeration
anomalies?

* OneCT and one MRI cohort \
* Multi-head classifier
* Constrained sequence predictor
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Achieves new state-of-the-art vertebra labeling performance, enabling enumeration anomaly-aware
labeling even in limited field-of-view imaging.
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Introduction
Automated medical image analysis has repeatedly shown
benefits for clinical assessment [1-3]. For spinal analysis,
accurate vertebra identification is essential, for example,
in fracture prediction [4]. The human spine typically
consists of seven cervical, twelve rib-bearing thoracic, and
five lumbar vertebrae [5]. However, there can be enu-
meration anomalies, causing a deviation of the number of
thoracic and/or lumbar vertebrae by one [6, 7]. These
thoracic (TEA) and lumbar (LEA) enumeration anomalies
often co-occur with transitional anomalies such as thor-
acolumbar transitional vertebrae (TLTV), which exhibit
mixed thoracic and lumbar morphology [8]. Studies have
shown that the presence of enumeration anomalies is
strongly correlated with transitional ones and has poten-
tial clinical implications for chronic back pain and
degenerative changes [9-11]. Ignoring enumeration
anomalies can also lead to vertebrae being labeled
incorrectly. This can result in wrong-site surgery, where
the intended vertebra is missed and adjacent vertebrae are
operated on by mistake [6, 12].

There are a multitude of common methods for ver-
tebra identification. One can count the vertebrae in

cranial-to-caudal order, assuming seven cervical and
twelve thoracic vertebrae. Alternatively, the last lumbar
vertebra can be identified and counted upward, assum-
ing five lumbar vertebrae [13]. However, this approach
fails in the presence of enumeration anomalies or lim-
ited fields of view (FOVs). A rib-based classification
identifies the last thoracic vertebra by the presence of a
rib longer than 38 mm and counts the vertebrae in both
directions from there [7]. However, when the entire
thorax is not visible, the number of thoracic vertebrae
present becomes unclear. Moreover, measuring 38 mm
in edge cases requires significant manual effort. The L5
can also be identified by the presence of the iliolumbar
ligament connecting the L5 transverse process to the
ilium. Lastly, nerve root morphology can be used to
identify L5, as it has no proximal division [14]. However,
both methods fail in a limited FOV where the L5 is not
visible, and neither can distinguish thoracolumbar enu-
meration anomalies. In summary, because CT and MRI
scans often have limited FOVs, all conventional methods
fail, leading to inconsistent manual counting. Enu-
meration anomalies further increase the risk of labeling
errors [15].
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Table 1 Study cohort demographics

German National Cohort Summary Train Test
Subjects (n) 6291 5291 1000
Age range (years) 20-72 20-72 22-72
M. age (years) + SD 52+ 11 52+12 52+ 11
M. weight (kg) £ SD 80+ 16 80+16 80+ 16
M. height (m) £ SD 1.7£0.1 1.7£0.1 1.7£0.1
Sex (% female) 524 524 52.1
TEA rate (%) 58 54 8.2
LEA rate (%) 9.7 8.8 14.6
M. visible vertebrae + SD 23.1+03 23.1+03 23.1+04

CT cohort Summary Train Test
Subjects (n) 1536 M7 365
Age range (years) 18-100 18-100 20-100
M. age (years) + SD 74+ 21 74+ 21 74 + 21
M. weight (kg) + SD 76+ 16 75+ 14 81+21
M. height (m) + SD N/A N/A N/A
Sex (% female) 49.1 50.9 443
TEA rate (%) 55 5.1 6.8
LEA rate (%) 73 7.1 79
M. visible vertebrae + SD 16.7£36 16.7+35 16.8+4.0

The table shows the demographics for the whole datasets and individual train
and test splits
yrs years, kg kilogram, m meters, M. mean, SD standard deviation, TEA

thoracolumbar enumeration anomaly, LEA lumbar enumeration anomaly

The automatic identification of vertebrae has been
widely studied [16—22]. There have been many develop-
ment efforts, especially in CT [17, 18, 22]. However, some
approaches are only tested on small cohorts [23], and
almost none of them consider TEA or LEA, as the existing
systems can only predict a maximum of 12 thoracic and
five lumbar vertebrae [24]. We found three automated
approaches that theoretically take this into account.
Sekuboyina et al [25] developed a method for localization
and identification of vertebrae in CT, using a conditional
random field and user input to refine errors. Meng et al
[26] utilized segmentation masks of vertebrae and a graph
optimization problem for vertebra identification. Finally,
Warszawer et al [27] locate specific intervertebral discs
during the task of segmentation in order to identify the
sequence of vertebrae visible in the image by counting
from those discs in both directions. However, these
methods either fail to label TEA and LEA cases reliably
and robustly in arbitrary FOVs or have never been vali-
dated on a large dataset.
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We address these limitations using large CT and MRI
cohorts and propose a robust vertebra labeling method
that handles enumeration anomalies and arbitrary FOVs.
Our contributions are: (1) a multi-classification head
training strategy for vertebra labeling, (2) a label sequence
predictor based on classifier outputs, (3) demonstration of
superior performance over state-of-the-art methods on
CT and T2w MR], and (4) public release of our approach
and model weights.

Materials and methods

Data

We utilized the external German National Cohort
(NAKO) (prospectively collected, participants gave
informed consent) [28, 29], and an in-house CT dataset
(waived informed consent by the local ethics committee,
593/21 S-NP).

For the T2w sagittal MRI data, we utilized a random
subset of 6291 subjects of the German National Cohort
(NAKO) and split the data roughly into 70/15/15% train/
validation/test (see Table 1). We utilized SPINEPS [30], a
segmentation network, to derive instance segmentation
annotations for all vertebrae in our T2w sagittal MRI data.
We excluded 33 subjects (0.52%) where this segmentation
failed. We did not observe obvious reasons for these
failures, such as hyperintense spots or pathologies. The
segmentations yielded localizations for each vertebra.

The T2w sagittal images of the NAKO always show the
whole spine, containing up to 26 fully visible vertebrae
(see Fig. 1). They were produced with a consistent SIE-
MENS scanner and field strength of 3 Tesla. For CT, we
utilized an in-house cohort consisting of images from
various scanners (SIEMENS, Philips, GE, and TOSHIBA)
and both bone and soft-tissue kernels. Some CT images
are contrast-enhanced. The data includes segmentation
annotations for the vertebrae, supervised by an expert
with 24 years of experience. In contrast to the T2w MRI of
the NAKO, the FOV of the CT's varied heavily, containing
a range of 8-25 fully visible vertebrae (average 16.7 + 3.6
vertebrae). We utilized 1536 images in which the first
thoracic vertebra is present (see Fig. 1). This is necessary
to manually assess TEAs and create the reference labels.
In both MRI and CT, we consciously split in a way so that
the test set contains more TEA and LEA to better evaluate
the models.

When manually rating the thoracolumbar junction, we
adapted the categorization of Park et al [8]. We defined a
thoracic vertebra as one having a true rib, regardless of
the rib’s length. If there is only a unilateral or bilateral
accessory ossification center (comparable to Type 4 as
defined in [8]), we determined this to be a lumbar verte-
bra. In ambiguous cases, we judged by morphology (e.g.,
facet orientation) whether a vertebra is thoracic, based on
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Fig. 1 Example data samples from our CT (A, B) and MRI (C, D) datasets. For each sample, it shows a sagittal and coronal projection along the spine
as well as the corpus centroids with vertebra labels associated with each. While the CT images contain various field-of-views, the NAKO T2w sagittal
MRI images always cover the whole spine. A Spine with eleven thoracic vertebrae, B normal spine with twelve thoracic and five lumbar vertebrae,
C has an additional thoracic vertebra, and D a subject with only eleven thoracic vertebrae but six lumbar ones

Schinz et al [15]. They report an excellent overall inter-
rater agreement (kappa > 0.9). For the lumbosacral tran-
sition, we adapted the analysis of Konin et al [31]. In the
presence of a lumbosacral transitional Castellvi anomaly,
we defined the vertebra with this anomaly as a (partially)
sacralized lumbar vertebra, regardless of the Castellvi
type, i.e., still labeled this vertebra as the last lumbar
vertebra. The segmentation model SPINEPS we used on
the NAKO data was already trained to make that dis-
tinction, which we only had to manually correct in 16
cases (0.25%). Similarly, the annotations of the CT data
already distinguished between the lumbar and sacral
vertebrae. Apart from this, while manually rating each
case, we did not find other segmentation-based localiza-
tion errors that required manual intervention.

One expert with 3 years of experience (H.M.) performed
the manual annotations for all data, supervised by an
expert with 24 years of experience (J.S.K.). The super-
vision included an independent rating of 100 CT and MRI
cases for the lumbosacral junction, followed by a joint
discussion about discrepancies. We compute the inter-
rater agreement over the initial, isolated created ratings.

Afterward, the supervisor confirmed all cases with stump
ribs and anomalous numbers of vertebrae (1297 cases for
MRI, 117 in CT).

VERIDAH

Our proposed approach consists of two main parts, a
classification model and a sequence predictor (see Fig. 2).
The sequence predictor is a constraint optimization
algorithm that guarantees a logical sequence of vertebra
labels. The input variables for this algorithm are derived
per individual vertebra, which are obtained using a clas-
sification model.

For training and inference, our approach requires the
location of each vertebra in each image. Since we already
have instance segmentation annotations for our data, we
utilize those to compute the center of mass locations for
each vertebra. With those locations, we calculate crops for
each vertebra, where the center of mass location becomes
the center. We computed a crop over the whole training
dataset that guarantees fully visible neighboring vertebrae
to give the classification model context, rounding up to
the next value that is divisible by eight for proper
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Fig. 2 Overview of the VERIDAH approach. We take an input image and the vertebra localizations to crop around each vertebra. We then input these
3D cropped images separately into our classification model. The classification model has four output heads. We weigh their predictions based on our
calibration and combine them into a cost matrix. Finally, an algorithm finds the optimal label sequence path that minimizes this cost, making our

final sequence prediction

convolution training. We reorient these cutouts con-
sistently and align the resolution depending on whether it
is T2w MRI or CT (see Supplemental Table 1).

We trained a 3D DenseNet169 [32] on individual verte-
bra cutouts. With a typical one-classification head
approach, one would train it to output the vertebra label
(i.e., C3, T5, ...). In contrast, VERIDAH utilizes four dif-
ferent classification heads (see Fig. 2): (1) Target vertebra
label (such as C3, T5, ...) with 23 classes; (2) target region
with the three classes cervical, thoracic, and lumbar; (3) and
target vertebra transition with six classes (is the vertebra
the last cervical, first thoracic, last thoracic, first lumbar,
last lumbar, or none above); (4) target visibility (if the
vertebra is fully visible or not) as one class output. We
replace the original classification head with the four pre-
diction heads. Each has an additional fully connected linear
layer and a ReLU activation function, followed by the
output linear layer and the softmax function. Since T13
cases are especially rare, training directly on class labels like
T13 would create a huge class imbalance problem for the
classifier (initial observations showed bad recall results of
around 60). To circumvent this, we replace the T13 and L6
labels in the reference annotation with T12 and L5,
respectively. Thus, the existence of a T13 and L6 is indi-
cated by two consecutive T12 or L5 labels. This means that
during training, the label difference between a T12 and a
T13 is only present to the model through the vertebra
transition output head. The T13 is labeled as the last
thoracic vertebra; the T12 in a case with 13 thoracic ver-
tebrae is not. All the vertebrae in our datasets are suffi-
ciently visible to train on. Thus, we introduce the visibility
label during training as data augmentation (denoted
RandCut). We randomly crop a part of the image, and if the
vertebra segmentation is not fully visible anymore, we set
the visibility reference label to zero, one otherwise. We used
Pytorch v2.04.1 [33] with Pytorch Lightning v2.0.8 [34] and
the MONALI libraries v1.3.0 [35]. To account for the rare

occurrence of these TEA and LEA anomalies, we sample
each anomalous case in the training set four times during
each epoch instead of only once. For the hyperparameters
employed, see Supplemental Table 1.

To get the final vertebra labeling sequence for any field
of view, we incorporate global constraints similar to Meng
et al [26]. For that, we combine the outputs of our clas-
sification model into a cost function. The intuition is to
find the sequence with the maximum agreement between
the different classification outputs across the vertebrae.
For instance, one classification head might indicate a T12,
while the region output predicted the vertebra belonging
to the lumbar region. The classifier predicts the visibility,
which we utilize to weigh each vertebra. The less visible
the model predicts the vertebra to be, the less it impacts
the sequence predictor. Additionally, by applying a
Gaussian filter, we automatically weigh the boundary
vertebrae less. We do this since the classifier has less
surrounding information when looking at a boundary
vertebra or when the vertebra itself is not fully visible, and
we observed less accurate individual predictions there.
Thus, we can combine the visibility output with the other
per-vertebra outputs and assign a probability to each
possible path of vertebra labels. In order to find the
optimal solution, we utilize dynamic programming and
recursively run over all possible path options and assign a
cost (for details, see Appendix A). However, we can
enforce constraints by setting them at an infinite cost. Our
constraints, regardless of FOV, are as follows:

* The labels must be consecutive (e.g, T5 must be
followed by T6). To account for T11 cases, we allow
an L1 directly after a T11.

* The labels must be in spatial order (not T6 and
then T5).

* There can only be a maximum of seven cervical
vertebrae, 11 to 13 thoracic vertebrae, and only four
to six lumbar vertebrae.
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* We allow a T12 followed by a T12 exactly once to
account for T13 and do the same with two
consecutive L5s for L6 cases.

In contrast to Meng et al [26], we do not add artificial
costs to the paths containing a TEA or LEA. Once we
have computed the optimal path, all we need to do is
relabel occurrences of two consecutive T12s to [T12, T13]
and two consecutive L5s to [L5, L6] to receive the final
result.

Experiments

For both CT and MRI, we individually train a classifica-
tion model. We train the T2w sagittal MRI model on the
native resolution of the NAKO images, which is
approximately (0.85, 0.85, 3.3) mm, with the orientation
being Posterior, Inferior, Right consistently. We resam-
pled the CT images consistently to an isotropic (1.0, 1.0,
1.0) mm resolution.

For benchmarking, we evaluate VERIDAH against the
approach from Meng et al [26] in CT, while in T2w
sagittal MRI, we use SpineNetV2 [24] and Warszawer et al
[27]. Notably, these baselines detect the vertebra locations
in the image in addition to labeling. To mitigate propa-
gation errors originating from merged or missed detec-
tions and thus perform a fairer comparison to VERIDAH,
we replaced the detection process in the Meng et al
algorithm with the ground-truth locations. We removed
any wrong locations that were predicted by any of those
methods. Thus, we only compare the vertebra labeling
algorithms of those methods. Meng et al [26] introduce an
artificial cost to predict TEA and LEA, which may cause
under-prediction of TEA and LEA; thus, we additionally
compare against Meng et al, where these penalty costs are
set to zero. We denote this as Meng et al ZP. We train a
baseline model for ablation studies using only the vertebra
label classification output, representing the naive
approach. We then evaluate several configurations on
each image sequence independently. We abbreviate the
vertebra label, region, transition, and visibility heads as V,
R, T, and S, respectively. We compare (1) a model trained
solely on vertebra-level output and predicting labels
directly without a sequence predictor (VH-V), (2) a model
trained on vertebra-level output but using the sequence
predictor constrained to this single output (VH-P), (3)
models trained with each individual head in combination
with the normal vertebra-level output (VRH-P, VTH-P,
VSH-P, respectively), and (4) the complete VERIDAH
approach, trained with four classification outputs and
utilizing the complete sequence predictor (4H-P). Addi-
tionally, to test a naive integration strategy, we construct a
combined cost matrix from all classification outputs and
assign labels by taking the per-vertebra argmax, bypassing
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the sequence predictor. We denote this variant as 4H-
AM. The final ablation is about FOV consistency. We
analyzed this by cropping the test images to all permu-
tations of different numbers of visible vertebrae and then
comparing the predictions over these cut images against
the cut reference labels. For more ablations, including
stratified evaluation on scoliosis cases, fractures, and
hardware and runtimes, see Appendix B and C.

Evaluation

We compare the labeling sequences of predictions with
the references. We define the perfect label percentage (PL
perc.) as the percentage of subjects for which the labeling
was correct for all vertebrae in that subject. We denote
the subject correctness (sub. corr.) as the average number
of correct vertebrae in a subject. To focus on the per-
formance of enumeration anomalies, we also define the
TEA recall (TEA rec.) and LEA recall (LEA rec.) as the
percentage of correctly identified TEA and LEA, respec-
tively. Specifically, we define a correct T11 case if the
model predicts the sequence [T11, L1] and the reference
has the same labels at the same positions. A correctly
labeled T13 case is one where the model predicts two
consecutive T12s at matching positions. Correct L4 and
L6 cases are identified by both sequences ending on L4 or
two consecutive L5, respectively. Similarly, we denote
TEA precision (TEA prec.) and LEA precision (LEA prec.)
as the ratio of correctly predicted anomalies in all
anomalous predictions. Notably, other labeling errors
apart from the enumeration anomalies are not reflected in
these scores. We employ the Wilcoxon signed-rank test
for statistical significance, with a p-value < 0.05 indicating
significance.

Results

Inter-rater analysis

Two raters independently rated a total of 200 subjects
regarding the lumbosacral junction (100 MRI, 100 CT,
randomly chosen). The task was to determine the level of
the last lumbar vertebrae based on the image. The
Cohen’s kappa is 0.95. This highlights great consistency
regarding the manual ratings.

cT

VERIDAH achieves significantly better metric values than
the labeling from Meng et al (see Table 2, all p <0.01).
While Meng et al provide decent results for LEA recall,
they fail to correctly annotate TEA cases, regardless of
whether we set their anomaly penalty cost to zero.
Notably, VERIDAH achieves better performance on non-
anomalous cases, as indicated by the superior subject
correctness with much higher meaning and lower stan-
dard deviation. When we set the punishment cost for TEA
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Table 2 Labeling performance on CT test data

Metric VERIDAH Meng et al [23] Meng et al ZP [23]
PL perc. 99.18 77.81 77.26

Sub. Corr. 99.63 +4.37 89.04 £27.73 88.48 2828

TEA rec. 96.3 11.11 14.81

LEA rec. 97.22 61.11 61.11

TEA prec. 92.86 50 36.36

LEA prec. 97.22 64.71 66.67

Meng et al ZP is the approach from Meng et al, but setting the TEA and LEA
penalty costs to zero. Bold values indicate best performance.
rec recall, prec precision, TEA thoracolumbar enumeration anomaly, LEA lumbar

enumeration anomaly

Ref. T12

Reference
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to zero, their perfect label percentage drops slightly while
the TEA recall significantly increases. However, with
14.81% compared to VERIDAH’s 96.30%, this is still
inferior. For a qualitative example, see Fig. 3. Notably, on
our test set, in contrast to Meng et al, the predicted labels
of VERIDAH were never shifted by more than one (see
Fig. 4, for example).

T2w MRI

As shown in Table 3, VERIDAH outperforms the other
baselines labeling methods in every metric on the
NAKO test set (all p<0.01). Notably, while both base-
lines have decent LEA accuracies around 83%, they fail
to accurately detect TEAs. With VERIDAH, we achieved
a perfect labeling sequence in 98.3% of subjects of the
test set, while correctly predicting 87.8% and 94.48% of

VERIDAH Meng et. al.

Fig. 3 Example of a CT test subject where all models failed. The reference data (left) shows an L6 LEA case with an ordinary number of twelve
thoracic vertebrae. VERIDAH (right) mistakes the L1 for a thoracic vertebra, resulting in thirteen thoracic and five lumbar vertebrae (red
arrows). The prediction of Meng et al has a shift error by one, but correctly labels the L1. The center shows the reference T12 and L1 in
multiple axial slices (top to bottom). While the T12 has clear ribs on both sides (yellow arrows), the L1 has thoracic-looking facets while

having no ribs, making this a TLTV
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Reference
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Fig. 4 Example of a CT test subject with a T13 and only four lumbar vertebrae. The axial slices of the reference data (left) show that the T13 has a rib
on either side (yellow arrows). While VERIDAH (right) correctly classifies the whole sequence of labels, the prediction of Meng et al made two major

errors, leading to six lumbar vertebrae instead of four (red arrows)

Table 3 Labeling performance on NAKO test data

Metric VERIDAH SpineNetv2 [21] TotalSpineSeg [24]
PL perc. 98.3 9149 94.24

Sub. Corr. 99.58 +3.19 97.89+9.32 98.98 +£4.13

TEA rec. 87.8 0 2763

LEA rec. 94.48 83.72 83.04

TEA prec. 89.87 0 9545

LEA prec. 92.57 69.68 80.17

rec recall, prec precision, TEA thoracolumbar enumeration anomaly, LEA lumbar

enumeration anomaly. Bold values indicate best performance.

the TEA and LEA cases, respectively. The subject cor-
rectness is consistently high across the board with
relatively low standard deviation, indicating that erro-
neous labels mostly involve one or two vertebrae within
one subject.

Ablations
Both the multi-classification head approach and our
proposed sequence predictor provide significant perfor-
mance boosts (see Table 4, all p < 0.01). Notably, without
the sequence predictor, the added benefit of four classi-
fication outputs compared to one (4H-AM vs. VH-V) is
barely noticeable. The four classification outputs become
more meaningful when combined with the sequence
predictor (4H-P vs. VH-P). These behaviors are very
similar both in CT and MRL

Figure 5 highlights the robustness of VERIDAH on
arbitrary FOVs. The perf. Label perc. metric is con-
sistently high, while only the TEA recall suffers from small
FOVs. We also observed that mostly a couple of samples
were misclassified as soon as an individual vertebra was
present in the FOV. This leads to the reason that indivi-
dual vertebrae are challenging for VERIDAH, not specific
FOVs. When we relate how consistent VERIDAH’s
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Table 4 Ablation labeling performance
Metric VH-V VH-P 4H-AM VRH-P VTH-P VSH-P 4H-P
T2w sagittal
PL perc. 82 95.6 82.1 97.67 979 976 98.3
Sub. Corr. 97 +£6.75 9892 +5.05 9745 +6.69 9943 +£3.7 9948 +3.54 9941 +3.79 99.58 +3.19
TEA rec. 56.1 80.49 57.32 86.59 85.37 86.59 87.8
LEA rec. 6552 80.69 67.59 93.79 93.79 93.79 94.48
TEA prec. 66.67 70.21 67.14 85.54 88.61 84.52 89.87
LEA prec. 74.22 87.97 73.68 90.67 91.89 90.07 92.57
cT
PL perc. 7342 95.62 7342 98.36 96.99 96.44 99.18
Sub. Corr. 95.95 + 8.66 98.75 +5.89 9592 +874 99.5 £3.94 99.13+4.97 99+5.29 99.63 +4.37
TEA rec. 74.07 62.96 74.07 96.3 7778 7407 96.3
LEA rec. 30.56 63.89 30.56 88.89 75 69.44 97.22
TEA prec. 83.33 7391 80 83.87 80.77 76.92 92.86
LEA prec. 68.75 88.46 68.75 94.12 93.1 92.59 97.22

rec recall, prec precision, TEA thoracolumbar enumeration anomaly, LEA lumbar enumeration anomaly, VH-V taking only the vertebra labeling without sequence

predictor, VH-P inputting only the vertebra output to the sequence predictor, 4H-AM taking the Argmax of the four outputs instead of the sequence predictor, VRH-P

only using the vertebra and region head with the sequence predictor, VTH-P only using the vertebra and vertebra relation head with the sequence predictor, VSH-P

only using the vertebra and visibility head with the sequence predictor, 4H-P the proposed approach of utilizing the four classification outputs with the sequence

predictor. Bold values indicate best performance.
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Fig. 5 The behavior of three metrics over different FOVs of the test data. The x-axis shows the number of visible vertebrae fed into VERIDAH, while

the y-axis showcases the different metric values

prediction is in any FOV compared to VERIDAH’s pre-
diction on the whole spine, there are virtually no incon-
sistencies except for a handful of permutations of samples
out of the test samples. We observed that these are mostly
the same samples and FOVs that are falsely predicted
from VERIDAH in those limited FOVs.

Discussion

We present VERIDAH, a 3D vertebra labeling approach
that combines multiple classification heads with a con-
straint optimization solver. The method outperforms
state-of-the-art approaches for T2w MRI and CT, works
on arbitrary fields of view, and consistently handles

vertebral enumeration anomalies. Previous methods were
unable to reliably label these anomalies, which can
inherently contradict non-anomalous labeling schemes
and limit achievable performance.

Automatic vertebra labeling in CT and MRI is clinically
relevant for consistent assessments and reducing radi-
ologists’ workload. Especially in smaller FOV images,
manual counting approaches can be more error-prone
and inconsistent [15].

Nevertheless, our study has its limitations. The most
important one to address is the requirement for vertebral
localizations. VERIDAH does not perform a localization or
detection step prior to labeling but instead requires the
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centroids of vertebrae beforehand. However, the method
SPINEPS [30], which we used for our MRI data, had a
localization error in 0.53% of subjects. Public datasets such
as VerSe [20] exist with similar automated detection
approaches for CT. Therefore, as publicly available models
can perform localization through segmentation, this
requirement should not hinder fellow researchers and
clinicians. Nevertheless, we do acknowledge the increased
effort required to effectively utilize VERIDAH.

Since the VERIDAH model trained for T2w MRI was
only trained on a healthy cohort (NAKO), we cannot
guarantee the same performance on other datasets from
clinical routine. Since the CT data used is very diverse,
VERIDAH should perform more robustly in that modality.

Overall, we believe that VERIDAH provides a founda-
tion that bridges the gap to enumeration anomaly—aware
labeling. Since many studies analyze different aspects of
the spine in relation to vertebra labels, accurate delinea-
tion of vertebra levels is crucial. While previous tools
never really addressed enumeration anomalies, our
approach is publicly available and offers more accurate
labels, opening up more detailed research opportunities
for the future.
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FOV Field of view

LEA Lumbar enumeration anomaly

TEA Thoracic enumeration anomaly
LTV Thoracolumbar transitional vertebrae

VERIDAH  Vertebra Identification with Anomaly Handling
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