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Abstract
Purpose: The goal of this study was to enhance the fairness and clinical applicability of deep learning models for classifying
Alzheimer’s disease from structural MRI scans. To achieve this, we addressed two key challenges: age-related bias and
unreliable probability estimates. Specifically, we investigated in-processing debiasing strategies to achieve age-invariant
predictions while preserving diagnostic accuracy. We also systematically evaluated post hoc calibration methods to improve
the reliability, interpretability, and clinical usefulness of predicted probabilities across diverse patient populations.
Methods: Structural MRI data from three independent cohorts (ADNI, AIBL, and DELCODE) were preprocessed using a
standardized pipeline. Age-related bias was addressed using two in-processing strategies, adversarial training (CF-Net) and
GLM-based feature residualization (PMDN), implemented in a shared 3D convolutional neural network (CNN) framework.
Additionally, post hoc calibration was performed using four regression methods: logistic, probit, isotonic, and Bayesian
binning.We evaluated model performance, fairness, and calibration using classification as well as calibration-specific metrics.
Results: PMDN achieved the best overall performance, with higher balanced accuracy (0.71) and improved calibration (Brier
≈0.22), showing substantially reduced variability compared to baseline and CF-Net. PMDN effectively removed age-related
bias, achieving near-zero age prediction correlation; CF-Net, however, showed only partial and unstable debiasing. Post hoc
calibration further improved probability reliability, with nonparametric methods (isotonic regression and Bayesian binning)
yielding the lowest calibration errors (MCE ≈0.21−0.24).
Conclusion: This study shows that, although deep learning models achieve similar classification performance, they differ
significantly in terms of calibration, stability, and fairness. PMDN provides more consistent and effective age bias mitigation
than the CF-Net approach, particularly in clinically relevant subgroups. Post hoc calibration improves probability reliability
further, with nonparametric methods achieving the best calibration.

Keywords Magnetic resonance imaging · Deep learning · Fairness · Bias detection · Calibration

Introduction

Artificial intelligence (AI) represents a major advancement
in modern technology and has become increasingly influen-
tial across many aspects of society [1]. Within this domain,
deep learning (DL), a subfield of AI inspired by the data-
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processing mechanisms of the human brain has emerged
as one of the most influential approaches for medical data
analysis [2]. Deep learning models can automatically extract
complex patterns from large and high-dimensional datasets,
demonstrating potential for improving medical image inter-
pretation and disease detection.

Neurodegenerative diseases, particularly Alzheimer’s dis-
ease (AD), are a leading cause of disability worldwide and
are associated with aging [3]. AD primarily manifests as
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gradual memory loss, cognitive decline, and behavior, which
can severely affect daily and social functioning. Advances
in magnetic resonance imaging (MRI) have revolutionized
the study of the brain by capturing high-resolution images
of both its structure and function [4]. MRI provides insights
into changes in brain morphology, and this ability makes
it an essential tool for identifying early signs of AD [5]. In
recent years, DLmodels that analyze brainMRI images have
achieved significant progress in predicting and diagnosing
AD, with predictive accuracy that in some cases surpasses
expert clinicians [6].

As deep learning models become increasingly influen-
tial, concerns regarding their trustworthiness and reliability
have also gained growing attention among radiologists and
healthcare professionals [7]. Although these models often
achieve high predictive accuracy, several factors limit their
safe deployment. In particular, the trustworthiness of DL-
based clinical decision support systems is threatened by two
key issues.

1. Models trained on real-world medical datasets may inad-
vertently learn demographic confounders, and it leads to
unintended biased predictions across patient subgroups
[8]. Such bias can compromise the accuracy of pre-
dictions and result in unfair outcomes. These bias and
fairness challenges are especially important in automatic
classification of AD. Aging is the most significant risk
factor for AD, since the process of healthy brain aging
naturally leads to structural changes, including gray mat-
ter volume reduction, which substantially overlap with
AD pathology in many brain regions. This structural
overlap means that a disease classifier may inadvertently
rely on normal aging patterns rather than disease-specific
atrophy, as evidenced by common brain age prediction
models that typically estimate older ages for patientswith
neurodegenerative disease [9].

2. Another challenge concerns the reliability of the proba-
bility estimates produced by DL classifiers. In classifica-
tion tasks, the softmax layer in deep learning models,
especially in convolutional neural networks (CNNs),
transforms raw output scores into a probability distri-
bution over all classes [10]. Notably, the softmax layer’s
disease likelihood scores indicate the model’s relative
confidence instead of true statistical probabilities and
lack confidence intervals [11]. Since pretrained softmax
outputs often fail to represent actual likelihoods, prob-
ability calibration is used to adjust predictions so they
align more closely with observed frequencies in an inde-
pendent calibration dataset.

To address these challenges, this study investigated two com-
plementary strategies for improving the trustworthiness and
robustness of DL models in AD classification. First, we

designed and implemented two methodologies, to mitigate
age-related confounding in MRI-based features. Second, we
evaluated four post hoc probability calibration methods, two
parametric and two nonparametric and investigated which
calibration method provides the most practical utility for
empirical clinical data.

Materials andmethods

MRI dataset

In our studies, we employed whole-brain MRI data from dif-
ferent sources. Imaging and clinical data were obtained from
three independent cohorts:ADNI2/GOsubset ofAlzheimer’s
Disease Neuroimaging Initiative (ADNI) database (http://
adni.loni.usc.edu),Australian Imaging,Biomarker&Lifestyle
Flagship Study of Ageing (AIBL) [12], and German Cen-
ter for Neurodegenerative Diseases (DZNE) Multicenter
Observational Study on Longitudinal Cognitive Impairment
and Dementia (DELCODE) [13]. Detailed demographic and
MRI acquisition information is summarized in Table 1. The
MRI inputs to the classification models consisted of whole-
brain, voxel-wise gray matter probability maps derived from
the preprocessed T1-weighted MRI scans. These maps were
spatially normalized to MNI space and used as input to the
networks at the original MNI voxel resolution. Thus, the
models operated directly on whole-brain voxel-wise gray
matter information rather than on predefined regional volu-
metric measures or manually extracted regional features. All
MRI scans from the three cohorts were processed using the
same automated preprocessing pipeline to ensure a consistent
processing procedure across datasets.All three studies imple-
mented harmonized MRI acquisition procedures to reduce
site-related technical variation prior to preprocessing [14,
15]. Within the modeling framework, age was the only con-
founding variable explicitly addressed. Notably, for model
training, we included mild cognitive impairment (MCI) sub-
jects in the AD group, and subsequently assessed model
performances separately or in combination with AD depend-
ing on the evaluation study design.

Bias mitigation

To investigate bias mitigation, three classification models
were developed using a shared CNN feature extractor archi-
tecture to ensure a fair comparison across different debiasing
strategies.

CNN architecture

The baseline model is a 3D CNN, illustrated in Fig. 1a, con-
sisting of four convolutional blocks with 3×3×3 kernels,
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Table 1 Demographic and MRI
acquisition details of
participants across different
cohorts

Training Evaluation
Cohort ADNI2/GO AIBL DELCODE

N (AD&MCI/CN) 648 (253/395) 606 (158/448) 466 (256/210)

Magnetic field (T) 3 3 3

TR/TE (ms) 7.2/3 2300/2.98 2500/4.37

Voxel size (mm3) 1 × 1 × 1.2 1 × 1 × 1.2 1 × 1 × 1

Age (y) 74.9 ± 7.6 72.8 ± 6.4 71.4 ± 6.2

Age values are reported as mean ± standard deviation (mean ± std)

batch normalization, ReLU activation, and 2×2×2 max-
pooling. A bottleneckmodule with two 1×1×1 convolutions
and a 3×3×3 average pooling layer compresses features
into a 4096-dimensional vector (64 channels, 4×4×4 spa-
tial resolution). The fully connected classifier uses dropout
(0.5 and 0.3) and L2 regularization (0.02). No bias mitigation
is applied, allowing it to serve as a reference baseline for fair
comparison. Training converged within 175–235 epochs per
cross-validation fold.

CF-Net

The adversarial confounder-free network (CF-Net) is an in-
model debiasing approach that learns feature representations
invariant to confounding variables through adversarial train-
ing. As illustrated in Fig. 1b, the architecture consists of three
components: a feature extractor (FE), a classifier (P), and a
confounder predictor (CP). The FE generates a features vec-
tor, which is used by the classifier to predict the target label
Y , while the CP attempts to predict the confounder C from
the same features [16].

The model is trained using a min–max objective:

min
θ f e,θc

max
θcp

[
Lc(X,Y ) − λLcp(Xρ,Cρ)

]
(1)

where Lc is the classification loss and Lcp is the adver-
sarial confounder loss. To enforce statistical independence
between the learned features and confounders, the adver-
sarial loss is defined using the squared Pearson correlation,
Lcp = ∑k

κ=1 corr
2(Cκ , Ĉκ). Minimizing this loss drives

the correlation toward zero, encouragingmean independence
between features and confounders.

Training proceeds in three phases. In Phase 1, the shared
CNN encoder and classifier are trained jointly to establish
robust features vector. In Phase 2, the CP is activated and
updated while the encoder and classifier remain frozen. In
Phase 3, two S3 switches are engaged, enabling a final joint
training loop where the encoder and CP interact to refine
vector. The classifier (with dropout 0.5/0.3) predicts diagno-
sis, and the CP (tanh activations) predicts age. Learning rates
follow an 8:1 ratio (ηFE/C = 1 × 10−4, ηCP = 8 × 10−4) to

balance the capacities of the classifier (6.3M parameters) and
CP (0.8M parameters). Training converged within 245–276
epochs per cross-validation fold, with regressor loss curves
monitored to ensure stable adversarial equilibrium.

PMDN

The penalty-based metadata normalization (PMDN) is an
in-model strategy that achieves invariant feature represen-
tations by residualizing confounder effects directly in the
network’s feature space. PMDN treats the confounding effect
as a general linear model (GLM), modeling feature vectors
as f − Mβ = r, where M contains metadata, β are coeffi-
cients, and r is the residual, confounder-free feature vector
(Fig. 1c) [17].

In the original MDN formulation, β is computed ana-
lytically via least-squares over the entire training set [18].
However, in deep learning, optimization is performed batch-
wise, which causes the β estimates to vary across batches
and introduces instability. PMDNaddresses this by formulat-
ing a differentiable, bilevel optimization problem that jointly
updates network weights W and deconfounding parameters
β:

min
β,W

L(ψ(ϕ(X) − Mβ),Y ) + λL∗(ϕ(X);M), (2)

where L is the classification loss, L∗ penalizes feature
correlationwithmetadata, andλbalances the trade-off.Alter-
nating updates of W and β ensure stable convergence of β

while learning task-relevant, residualized features.
At inference, only confounding components are sub-

tracted. PMDN is applied to the 4,096-dimensional encoder
features, with β as a 3×4,096 matrix regressing features
onto metadata. Learning rates are set to ηW = 5 × 10−5,
ηβ = 2.5 × 10−3, with a penalty weight λ = 0.9.

Post hoc calibration

For calibration, we used a CNN baseline model from sec-
tion CNN architecture. The output layer employed a softmax
activation function to convert class scores into likelihood
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Fig. 1 Overview of model architectures. a Baseline: CNN extracts fea-
tures from brain images. b CF-Net: Training occurs in three phases.
Phase I is dedicated to prediction module, Phase 2 activates the con-

founder prediction module while freezing others, and Phase 3 enables
interaction via S3 switches for final joint training. c PMDN: Metadata
is residualized from features with a penalty

probabilities. To improve probability estimates, established
calibration methods were applied to the CNN outputs [19].

Parametric calibration methods

We employed two parametric calibration methods: logistic
regression and probit regression. These methods transform
the raw model output scores X into well-calibrated probabil-
ity estimates of the true labels T .

Logistic regression applies Bayes’ theorem to estimate
the posterior probability Pr(T = 1 | X = x) = σ(a),
where σ is the logistic function, and a depends on the
class-conditional probabilities Pr(X = x | T = t) for
t ∈ {0, 1}. Assuming Gaussian class-conditional distribu-
tions X | T = t ∼ N (μt , 
), the transformation reduces to
an affine function a = wx + b.

Probit regression is similar but uses the inverse normal
link function instead of the logit, a = �−1(p), where�−1 is
the inverse cumulative distribution function of the standard
normal distribution.

Nonparametric calibration methods

We used two nonparametric calibration methods: Bayesian
binning into quantiles (BBQ) and isotonic regression. These
methods do not assume a specific parametric form and rely
on the data to estimate well-calibrated probabilities.

BBQ divides the model outputs X into B bins based on
empirical quantiles, ensuring that bins are evenly populated
and avoiding empty or sparse bins. Within each bin, proba-
bilities are estimated using a Bayesian approach based on the
beta distribution. The final calibration function is obtained by
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averaging models with varying numbers of bins, with B con-
strained between a minimum and maximum value to ensure
stability. BBQ is entirely data-driven and may produce non-
monotonic calibration functions.

Isotonic regressionfits a nondecreasing, piecewise-constant
function to map raw scores to calibrated probabilities, min-
imizing the mean squared error (MSE) between predicted
and true labels. Using the pool-adjacent-violators algorithm
(PAVA), it achieves an optimal O(n) solution.

Evaluation criteria

To evaluate the performance of the proposed strategies, we
computed the number of true positives (TP), true negatives
(TN), false positives (FP), and false negatives (FN). Based
on these quantities, several evaluation metrics (sensitivity,
specificity, accuracy, F1-score, Brier score, ECE, and MCE)
were calculated to assess both classification performance and
probability calibration [20]. In addition to these metrics, we
evaluated the receiver operating characteristic (ROC) curve
and the corresponding area under the curve (AUC).

Brier Score: The Brier score measures the accuracy of
probabilistic predictions and reflects both classification and
calibration performance. It is defined as the mean squared
difference between predicted probabilities and the true class
labels, where lower values indicate better calibration.

ECE & MCE: For the post hoc calibration experiments,
we further considered calibration-specific metrics. To iso-
late calibration quality from overall classification accuracy,
we also computed the expected calibration error (ECE) and
the maximum calibration error (MCE). These metrics mea-
sure, respectively, themean andmaximumabsolute deviation
between predicted confidence and observed accuracy across
m quantile bins of the predicted probabilities.

Results

Classification performance

After training three models on ADNI data to evaluate bias
mitigation methods, we applied them to an external cohort
(AIBL + DELCODE), as described in Section MRI dataset.
Table 2 presents diagnostic performance aggregated across
five cross-validation folds, reported asmean± standard devi-
ation for each model on the test dataset.

PMDN achieved the highest balanced accuracy (0.71 ±
0.01), outperforming CF-Net (0.70 ± 0.06) and the baseline
model (0.66 ± 0.11). Notably, PMDN exhibited remark-
ably low variability (SD < 0.02), approximately ten times
lower than the baseline (SD ≈ 0.11) and five times lower
than CF-Net (SD ≈ 0.06), suggesting more consistent learn-
ing dynamics across folds. PMDN showed better probability

calibration across the test dataset, achieving the lowest Brier
scores (0.22 ± 0.01), whereas the baseline model exhibited
worse calibration (0.32 ± 0.16). AUC values were compara-
ble across all models, with CF-Net and PMDN performing
similarly on the test data (0.82 ± 0.02 and 0.82 ± 0.01,
respectively).

To evaluate the statistical significance of differences
between models at the individual subject level, paired t-
tests were performed on prediction errors (|true_label -
predicted_probability|). CF-Net achieved significantly lower
prediction error than the baseline model (mean difference
= 0.029, p = 0.01), whereas PMDN showed significantly
higher prediction error than the baseline across both test con-
figurations (mean difference = −0.038, p < 0.001).

Age bias quantification

To assess whether debiasing reduces age-dependent predic-
tions, we examined the association between chronological
age and predicted AD logits on the age-balanced test set.
Linear regression was applied within each diagnostic group,
and correlation coefficients (r ) with p-values were com-
puted. Near-zero correlations (r ≈ 0, p � 0.05) indicate
age-independent predictions, while significant positive cor-
relations suggest the model retains residual age-related
signals rather than disease-specific features.

Table 3 shows that the baseline model (CN: r = 0.16 ±
0.03) exhibits a consistent positive association between age
and predicted logits, indicating that, in the absence of debi-
asing, higher AD risk is systematically assigned to older
cognitively normal individuals. CF-Net (CN: r = 0.15 ±
0.08) demonstrates a comparable mean correlation to the
baselinemodel, butwith substantially greater variability, sug-
gesting only partial and unstable mitigation of age-related
bias through adversarial training. In contrast, PMDN reduces
this association to near zero (CN: r = −0.07 ± 0.06).

TheMCI subgroup showed the clearest differencebetween
debiasing strategies. The baselinemodel exhibited a substan-
tial age logits correlation (MCI: r = 0.19±0.07), indicating
persistent age dependence in this clinically critical category,
where age-related atrophy and pathological changes over-
lap. CF-Net demonstrated an even stronger correlation (MCI:
r = 0.20 ± 0.05), suggesting that adversarial training was
ineffective at mitigating age bias in this population. In con-
trast, PMDN achieved a near-zero correlation in the MCI
subgroup (MCI: r = 0.06 ± 0.03) reflecting successful
removal of age-confounded variance.

In the AD subgroup, however, age-related associations
persisted across all threemodels. The baselinemodel showed
a positive correlation between age and predicted logits (r =
0.15±0.07),which remained essentially unchangedwithCF-
Net (r = 0.17± 0.07) and PMDN (r = 0.15± 0.04). Thus,
unlike the CN and MCI groups, PMDN did not substantially
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Table 2 Models performance
on external dataset for CN
versus AD&MCI

Model bAcc AUC Sensitivity Specificity F1-score Brier

Baseline 0.66±0.11 0.81±0.02 0.83±0.17 0.49±0.37 0.51±0.28 0.32±0.16

CF-Net 0.70±0.06 0.82±0.02 0.78±0.16 0.61±0.26 0.63±0.12 0.26±0.08

PMDN 0.71±0.01 0.82±0.01 0.84±0.02 0.58±0.02 0.68±0.01 0.22±0.01

Values are reported as mean ± standard deviation (mean ± std). bAcc stands for balanced accuracy
Bold values indicate the best performance for each respective metric

Table 3 Age-related dependency of outputs from different CNN mod-
els on the external test set

Model Group r p-range

Baseline AD 0.15±0.07 0.004−0.546

CN 0.16±0.03 < 0.001−0.015

MCI 0.19±0.07 < 0.001−0.246

CF-Net AD 0.17±0.07 0.001−0.167

CN 0.15±0.08 < 0.001−0.389

MCI 0.20±0.05 < 0.001−0.023

PMDN AD 0.15±0.04 0.014−0.256

CN −0.07±0.06 0.008−0.727

MCI 0.06±0.03 0.109−0.874

r : Pearson correlation. CN: Cognitively Normal; MCI: Mild Cognitive Impairment;
AD: Alzheimer’s Disease
Bold values indicate substantial decorrelation

reduce themean age-related dependency of predictions in the
AD group. However, the lower standard deviation observed
with PMDN indicates more consistent age-related behavior
across the evaluation folds.

Figure 2 illustrates these relationships. Each subplot
presents scatter points color-coded by diagnostic group (CN:
black, MCI: gold, AD: red) with fitted regression lines and
corresponding correlation statistics. PMDN demonstrates a
nearly flat regression line for CN subjects and a minimal age
gradient forMCI (r = 0.06), in contrast to the positive slopes
observed forMCI subjects in baseline andCF-Net (r = 0.19,
r = 0.20, respectively), where older individuals are assigned
higher AD-risk logits regardless of true diagnosis, consistent
with PMDN predictions being less driven by chronological
age.

Post hoc calibration

Table 4 presents the performance of four calibration tech-
niques applied to the test folds aggregated across five cross-
validation folds, alongside the uncalibrated CNN outputs for
reference. Overall classification performance, measured by
accuracy and F1-score, remained largely stable across all
methods (accuracy ≈ 0.77, F1 ≈ 0.73).

Calibration-specific metrics highlight more substantial
differences. The raw CNN outputs exhibited the largest
calibration errors (ECE = 0.28, MCE = 0.64). Parametric

methods, including logistic and probit regression, produced
moderate improvements (ECE≈0.13,MCE≈0.29, for both)
with smooth, constrained calibration curves (Fig. 3b). Non-
parametric approaches, specifically isotonic regression and
theBBQmethod, achieved the lowest calibration errors (ECE
≈ 0.07–0.08, MCE ≈ 0.19–0.20), and near-good alignment
in calibration plots (Fig. 3a). Notably, isotonic also achieved
the lowest log-loss (0.50) and Brier score (0.16), while main-
taining the same F1-score (0.73), highlighting its benefit for
reliable probability estimates.

Discussion

In this paper, we presented two approaches to enhance fair-
ness and robustness of deep learning models for Alzheimer’s
disease through bias mitigation and post hoc calibration.
Age-related bias was evaluated alongside the effectiveness
of different models in adjusting predicted scores.

While all models achieved similar discriminative perfor-
mance (comparable AUCs), notable differences emerged in
calibration, stability, and sensitivity to age-related confound-
ing. PMDN consistently achieved higher balanced accuracy
and F1-scores, with lower variability across cross-validation
folds and themost reliable probability estimates (lowestBrier
scores). In contrast, the baseline model relied on chronologi-
cal age, andCF-Net reduced age dependence onlymarginally
with considerable variability. PMDN substantially attenu-
ated age prediction correlations, particularly in CN and MCI
groups, indicating that explicit residualization more effec-
tively removes confound-related variance and allows the
model to focus on disease-relevant features.

An important observation is that age-related prediction
bias was not equally attenuated across diagnostic groups.
While PMDN substantially reduced the association between
age and predicted AD logits in CN and MCI subjects, age-
related associations persisted in the AD group. This may
reflect the greater overlap between age-related brain changes
and disease-related neurodegeneration in individuals with
AD, making it more difficult to disentangle age-related and
disease-specific signals in the presence of established pathol-
ogy. Notably, PMDN nevertheless showed lower variability
in the age-logit association for the AD group compared with
the baseline and CF-Net models, suggesting more consistent
behavior across evaluation folds.
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Fig. 2 Age versus predicted AD logits for median-fold models on the age-balanced test set. Panels show scatter plots for a Baseline, b CF-Net, and
c PMDN. Points are color-coded by diagnostic group (CN: black, MCI: gold, AD: red), with fitted regression lines and corresponding correlation
statistics

Table 4 Comparison of the
calibration scores for the AIBL
+ DELCODE dataset

Model Accuracy F1-score Log-Loss Brier ECE MCE

Logit 0.77 ± 0.02 0.73 ± 0.03 0.54 ± 0.02 0.18 ± 0.01 0.13 ± 0.02 0.29 ± 0.05

Probit 0.77 ± 0.02 0.72 ± 0.03 0.54 ± 0.02 0.18 ± 0.01 0.13 ± 0.02 0.29 ± 0.05

Isotonic 0.77 ± 0.02 0.73 ± 0.03 0.50 ± 0.03 0.16 ± 0.01 0.08 ± 0.02 0.20 ± 0.05

BBQ 0.76 ± 0.03 0.71 ± 0.04 0.53 ± 0.04 0.17 ± 0.02 0.07 ± 0.01 0.19 ± 0.05

CNN 0.77 ± 0.02 0.73 ± 0.03 1.26 ± 0.08 0.28 ± 0.02 0.28 ± 0.03 0.64 ± 0.07

Values are reported as mean ± standard deviation (mean ± std)
Bold values indicate the best performance for each respective metric

The differences between PMDN and CF-Net stem from
their underlying optimization strategies. PMDN applies a
deterministic GLM-based correction to remove variance
explained by confounders, producing stable and consistent
feature representations. Adversarial training relies on a min–
max optimization with competing objectives, which may
lead to incomplete convergence and residual confounding.
This instability explains CF-Net’s variable performance and
less effective bias mitigation. Clinically, these findings are
especially relevant for MCI populations, where age- and
disease-related structural changes overlap. Models that rely
on age as a proxy risk overestimating disease probability
in older individuals, while PMDN enforces age-invariant
predictions and provides better calibrated probability esti-
mates.Notably, PMDN’smore conservative predictions yield
improved calibration (Brier = 0.22±0.01) at the expense
of larger absolute prediction errors, whereas CF-Net favors
more confident but less consistently calibrated predictions
(Brier = 0.26).

Post hoc calibration primarily improved the reliability of
predicted probabilities rather than themodel’s discriminative
ability, as classification performance was largely preserved
across methods. Monotonic approaches (logit, probit, iso-
tonic regression) produced smooth and reliable calibration

curves, whereas nonmonotonic methods like BBQ intro-
duced irregularities. Parametric methods are stable but less
flexible, while nonparametric methods capture local vari-
ations at the cost of increased variability. Evaluation of
calibration should include metrics such as ECE and MCE
alongside visual inspection.

Despite these promising results, several limitations should
be considered. First, the analysis focused on age as a sin-
gle confounder, whereas other factors such as sex, scanner
variability, and site effects may also influence model pre-
dictions. Second, the dataset size remains limited relative
to the high dimensionality of neuroimaging data, which
may affect the robustness and generalizability of deep learn-
ing networks. Third, adversarial training may benefit from
longer or more carefully tuned optimization, and its per-
formance here may not represent its full potential. Future
work should extend these approaches tomulticonfounder set-
tings, larger and more diverse cohorts, and disease-focused
regional inputs, such as hippocampal ormedial temporal lobe
measures, as a complementary strategy towhole-brain voxel-
wise representations. Such anatomically informed inputs
may encourage greater reliance on clinically established
disease-related anatomical markers and may help reduce
the influence of widespread age-related structural changes.
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Fig. 3 Calibration plots: a Reliability of the various calibration methods. b Comparison of the calibrated probability estimates and confidence
intervals

Combining disease-focused regional representations with
explicit confoundermodelingmay therefore provide an addi-
tional strategy for improving age robustnesswhile preserving
disease-relevant information.

Conclusion

In this study, we investigated two approaches for mitigat-
ing age-related bias, PMDN and CF-Net, and additionally
evaluated post hoc calibration methods to improve the relia-
bility of model predictions. PMDN achieved comparable or
improved discriminative performance relative to the baseline
and CF-Net models, while demonstrating greater stabil-
ity across evaluations. Importantly, PMDN substantially
attenuated age-related associations in cognitively normal
and mild cognitive impairment subjects, although resid-
ual age-related associations persisted in the AD group. In
contrast, CF-Net provided less consistent attenuation of age-
related associations and exhibited greater variability. Post
hoc calibration further improved the reliability of predicted
probabilities while largely preserving classification perfor-
mance, with isotonic regression providing themost favorable
calibration results. Further validation in larger and more
diverse cohorts, with multiple confounders and anatomically
informed disease-focused representations, will be important
to assess their potential for clinical translation.
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